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Abstract—With the emerging area of smart grids, one critical challenge faced by administrators of wide-area measurement
systems is to analyze and model streaming data with limited
resources on their embedded controllers. Usually, streaming data
can be modeled as a multiset where each data item has its own
frequency. In this paper, we study the problem on how to generate histograms of data items based on their frequency, so we
can identify various issues such as power line tripping or line
faults under constraints. The primary challenge for achieving this
goal using conventional methods is that keeping an individual
counter for each unique type of data is too memory-consuming,
slow, and costly. In this paper, we describe a novel data structure and its associated algorithms, called the loglog bloom filter,
for this purpose. This data structure extends the classical bloom
filter with a recent technique called probabilistic counting, so
it can effectively generate histograms for streaming data in one
pass with sub-linear overhead. Therefore, this method is suitable
for data processing in smart grids, where limited computational
resources are available on the controllers. We analyze the performance, trade-offs, and capacity of this data structure, and
evaluate it with real data traces collected through the frequency
disturbance recorders deployed for the FNET/GridEye infrastructure. We demonstrate that this method can identify the
frequencies of all unique items with high accuracy and low memory overhead, so that data outliers can be conveniently identified.
Index Terms—Data analysis, data structures, frequency estimation, smart grids.

I. I NTRODUCTION
HE RECENT emergence of smart grids has promised
unprecedented flexibility and robustness for improving
existing power grids [1], [2]. In such systems, one important
operation task is accurate grid monitoring to make sure the
system is working properly [3], [4]. Modern grid monitoring applications are highly data-driven; therefore, operators
expect data analysis results to be generated both efficiently
and in a short delay. However, one central problem is that
those embedded controllers that are deployed in smart grids
are usually highly constrained in computational and memory
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capabilities. Given the large size of data collected, it is often
infeasible to perform complicated data processing tasks on
these embedded controllers using conventional methods. On
the other hand, if we collect all data to a centralized server for
off-line processing, the bandwidth constraints and transmission
delays of sending data to this server usually incur considerable
latency. This leads to late warnings, which may fail to detect
system symptoms based on initial signs early in time.
To address this problem, existing approaches have relied
on either deploying specialized hardware for data processing tasks, or simplified on-the-controller algorithms that are
lightweight enough under their hardware constraints, such as
sampling [5], [6]. The former has the limitation in that it
increases cost, and cannot be widely adopted when many types
of data sources need to be monitored, while the latter faces
the problem in that they are heuristic by nature, and do not
scale to the sheer size of the streaming data to be processed.
Given the challenges encountered by previous efforts, we
propose to address this problem through probabilistic data processing algorithms that provide approximate solutions as tradeoffs for overhead. In this paper, we focus on one key block
that many advanced techniques can be built upon: to generate
histograms of multiple types of data under constraints, so those
“heavy-hitters” or “data anomalies” can be detected in short
delays. Previous studies and our own experiences have demonstrated that data frequencies can reveal highly valuable information on the variables being monitored [7], [8]. In such cases,
reducing the processing overhead is crucial for just-in-time
warnings and failure detections, especially for scenarios where
the computational and memory resources are constrained.
Our approach has following key advantage compared to
conventional approaches. Specifically, we observe that the
unprecedented data volume, speed and complexity generated
by evolving smart grid technologies naturally demand for
lightweight methods that can provide results in predictable
and short delays. For example, smart meters may have a range
of reading speeds from every 15 min [9] to every 100 ms [10].
One naive method of estimating data frequency is by associating one counter for each unique item, and reducing the
total overhead through sampling. This method is similar to
NetFlow [11], where one of N data items is sampled and
counted. The key problem with this method is scalability:
when the number of readings by real deployments for cities or
states grows large, such naive methods can only sample a small
portion of the entire data set, potentially leading to inaccurate
estimation results. Furthermore, the number of counters will
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grow linearly with the number of unique data items, where
even looking up counters takes longer as it has a computational complexity of O(log n) using the binary search method.
The overhead for this method will therefore be nonscalable,
especially when a large amount of data needs to be processed,
leading to delays in generating early warnings just in time. In
contrast, the probabilistic methods we propose guarantee constant data processing delays, making them particularly scalable
to large data sets in wide-area deployments. Therefore, our
proposed algorithms have performance advantages to conventional methods by nature. Finally, existing methods usually take
too much computational resources to process a large amount
of data, which makes them not suitable to be implemented on
existing smart meters with limited hardware resources. In contrast, with our methods, we can directly perform a considerable
portion of processing on the available embedded controllers.
Therefore, they are in practice useful.
Our key insight into this problem is that, for our target
application of smart grid management, approximate histogram
generation is usually sufficient, as long as these histograms introduce bounded errors that are small enough for early warnings to
be triggered in time for fault detection. Our work is enabled by
two pieces of recent research efforts. The first work is the bloom
filter developed for set membership tests [12] and the second
piece of work is on probabilistic counting, such as LogLog,
developed by Durand and Flajolet [13], Metwally et al. [14],
and Heule et al. [15]. Our proposed method is unique and novel
in that it combines these two isolated pieces of studies together
for the first time to form a highly efficient data structure called
the loglog-Bloom-Filter (loglog-BF). We demonstrate that it
can be used to estimate the histograms of data streams in compact memory space and constant computational time, making it
ideal for management of smart grid deployment using resource
constrained embedded processors.
Our work is different from existing work such as the counterbased bloom filter [16] in that our method is approximate
by nature, making it much more compact for the needs of
processing a large amount of data. Specifically, we demonstrate
that a 5-bit cell in our design is sufficient for large-scale datasets,
which is in contrast with the logarithmic space required by
the conventional approaches. As an example, to estimate flows
with a maximum frequency of 1 billion, our approach accounts
for a reduction of memory requirements of at least 83%.
In summary, we present the loglog-BF, a compact data
structure and its associated operations that can effectively
generate histograms for a large amount of data in constant
computational time and sub-linear storage overhead. Our algorithm uses very few memory references, making it suitable
for high speed processing demands. Being an approximate
algorithm, the loglog-BF works properly under constrained
available resources, making it ideal to be used in embedded
controllers that are widely deployed in smart grids.
A. Key Contributions
We summarize the main contributions of this paper as the
following.
1) We present the loglog-BF, which (term already
expanded earlier) allows nondeterministic queries on
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item existence and frequency in data sets. We provide the
loglog-BFs programming interfaces, and demonstrate
how they can be used by applications.
2) We quantitatively evaluate the performance of the
loglog-BF through analytical approaches, where we
derive closed-form results regarding its capacity, parameter selection, and query performance.
3) We evaluate the performance of the loglog-BF with a
dataset from the FNET-GridEye infrastructure [10], [17],
for finding heavy flows to demonstrate its effectiveness.
We believe that our work on loglog-BF can serve as a solid
building block for future system designs where resources are
constrained in various applications such as smart grids.
B. Paper Organization
The remainder of this paper is organized as follows. We
describe the related work in Section II. The problem formulation and design of our data structure are described in
Section III. The performance evaluation is given in Section IV.
We discuss how to achieve wide area state estimation with
loglog-BF in Section V. We provide conclusions in Section VI.
II. R ELATED W ORK
In this section, we present a brief survey related to the bloom
filter design and the probabilistic counting methods.
The bloom filter was proposed by Bloom [12], as a spaceefficient randomized data structure that answers the question
on whether an element is in a set. Based on hash functions,
it allows for false positives, but the space savings often outweigh this drawback. There are two basic operations: insert
and query. In the insert operation, its k hash functions will
hash each element into k bits in m, and set the corresponding
bits to 1s. In the query operation, it will check if all k hashed
bits for the target element are 1s, and report positive if they
are. The space efficiency is achieved at the cost of false positives (an element could be reported to be in a set when it
is not). The accuracy of a bloom filter depends on the filter size m, the number of hash functions k, and the number of
inserted elements n. The false negatives (an element is reported
as not in a set when it is) never happens. BFs were originally
introduced for database applications, but recently they have
received attention in many distributed systems as well [18].
The second method, probabilistic counting, was developed by Durand and Flajolet [13], Metwally et al. [14], and
Heule et al. [15]. It works as follows: consider a set of elements S with an unknown cardinality, our goal is to obtain
an estimate on the number of unique elements. To achieve
this goal, this method uses a hashing function that converts
each element into a uniformly distributed binary strings of
length L, representing a nonnegative integer of y. If we define
that bit(y, k) as the kth bit in the binary representation of y,
and ρ(y) as the position of the least significant 1-bit in the
binary representation of y, where

min(k) such that bit(y, k) = 0 if y > 0
(1)
ρ(y) =
L
if y = 0.
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Algorithm 1 Loglog-BF Insert Algorithm
1: procedure I NSERT (x, d)
 Insert operation
2:
parameters: k
3:
for s = 1 → d do
4:
for j = 1 → k do
5:
generate a random variable counter
6:
i ← hj (s + x)
7:
if Bi == empty then
8:
Bi ← counter
9:
else
10:
if Bi < counter then
11:
Bi ← counter
Fig. 1. System overview, showing a k = 3, d = 2, and 5-bit cell configuration.

Next, we count all the values generated by ρ(y), and their
largest value, which we refer to as Mn , is used as the estimator.
As shown in [13], we can then use Mn to calculate the
unknown cardinality of the set S with a high precision. Our
work is based on this approximate counting idea, where we
extend it and combine with the bloom filter design.
III. D ESIGN OF THE L OGLOG -BF
In this section, we describe the design of the loglog-BF.
Our aim is to achieve a low memory overhead and computational cost. We first present its programming interfaces,
followed by how it implements the underlying the programming interfaces, and finally, an analysis of its properties,
capacity, and performance.
A. Programming Interfaces
The loglog-BF provides five programming application programming interfaces (APIs) for operations, as listed below.
1) CREATE(m, k, d) // Create a new loglog-BF based on
configuration parameters.
2) INSERT(x, d) // Insert element x into a loglog-BF d.
3) FREQUENCY(x, d) // Query on the frequency of x in a
loglog-BF d.
4) JOIN(d1 ,d2 ) // Join two loglog-BFs d1 and d2 together.
5) COMPRESS(d) // Compress a loglog-BF d into half of
the original size.
The basic working mechanism of loglog-BF is shown in
Fig. 1, where it extends the conventional bloom filter by adding
a parameter, the duplication factor d, so it inserts an item into
the bloom filter with different prefixes. Whenever a loglog-BF
is needed, the developer first invokes the CREATE API to construct a loglog-BF object. Note the developer has the option to
set the parameters of data organization in the form of m (the
bit vector size), k (the number of hashing functions), and d (the
duplication parameter). The developer may then insert or query
the data items by invoking the INSERT or the FREQUENCY
APIs.
Our chief extension of the original bloom filter is that we
store additional information into cells, which can represent
counters for the corresponding inserted items. When there are
conflicts in one cell, we store the largest counter of them for
later decoding.

Algorithm 2 Loglog-BF Frequency Algorithm
1: procedure F REQUENCY (x, d)  Frequency test operation
2:
parameters: k
3:
internal variable: Mi = 0, where i ∈ [0, d)
4:
for s = 1 → d do
5:
for j = 1 → k do
6:
i ← hj (s + x)
7:
if Bi is the smallest so far then
8:
counter ← Bi
9:
Ms ← counter
10:
estimate f from Mi , where i ∈ [0, d) return f

We next describe the details of the INSERT and
FREQUENCY APIs. For the insert operation, to increase the
counting resolution, we introduce an additional parameter, d,
which is the number of times for inserting the string with
different prefixes into the bloom filter. For the frequency
query operation, an inserted item is associated with a randomly generated variable, which is used by the frequency
query algorithm to estimate the real item frequency. The details
of these two algorithms are illustrated in Algorithms 1 and 2,
respectively. The algorithm components for random variable
generation and real frequency estimation are described in the
next section.
B. Theoretical Foundation for Frequency Estimation
We now describe how the loglog-BF uses compact bits to
store frequency information. Table I shows the notations we
use in the following analysis. Our key difference with the conventional bloom filter is that whenever an item is inserted,
instead of flipping the hashed locations from 0 to 1, we generate a “counter” for this item in each location independently
following a predefined geometric distribution. This counter is
then compared to the prestored counter in the target location,
and if it is larger, it replaces the existing counter. Later, during
the query operation, an item’s frequency is calculated based
on the stored counter values.
The key insight for our design to save space is that we do not
store the counter values in their original forms. Instead, we are
inspired by the previous research work on probabilistic counting to store only their compact forms. Specifically, our method
relies on generating random bit strings for each element, and
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TABLE I
S YMBOLS U SED IN A NALYSIS

We use Zα/2 to denote the critical Z value with a tail area of
α/2 percentile of the standard normal curve. For example, if
α = 0.05, we have Zα/2 = 1.96.
Intuitively, the estimation for confidence intervals works as
follows. Given an observed M as the maximum of the random
variable, we can approximate its distribution with a normal
distribution for many rounds of experiments, which means
that this distribution follows ℵ(μ( f ), σ 2 ). Therefore, with a
confidence of α, the value is located within the range of
[μ( f ) − Zα/2 σ, μ( f ) + Zα/2 σ ]. Because μ is monotonically
increasing with f , we only need to obtain fmax (the upper
bound) and fmin (the lower bound), where

counts the positions of the first 1s from the left of the strings.
We observe that this is equivalent to generating a random variable conforming to a geometric distribution, and then using
the maximum of these variables as an estimation parameter.
In our case, we allow the distribution to take arbitrary p as
the parameter of the geometric distributions, and we denote the
maximum of n such variables as Mn . We notice that the expectation and the variance of Mn has been derived in [19], where
it has been shown that for a large n, we have




ln(n)
γ
1
E(Mn ) =
+
+ + P0 logQ (n) + O n−1 (2)
ln(Q) ln(Q) 2
and
Var(Mn ) =

π2
6 ln (Q)
2

+



1
+ F logQ (n)
12

(3)

where ln stands for the natural logarithmic operation. The fluctuating functions of Pr (x) and F(x) are sufficiently small in
these formulas, and can be discarded in our approximation.
Based on the value of E(Mn ), we observe that we can derive
an estimator for n as follows, assuming the observed maximum
value as Mn = k:
n = 0.561581q0.5−k .

(4)

The advantage of the approximate counting is that it saves
memory considerably, such that only a few bits is enough for
extremely large item counts. Its disadvantage is that it introduces a variance, which is the reason that motivates us to
introduce the parameter d.
Specifically, with a total of d estimators, if we calculate the
d
average of them, i.e., let M =
i=1 Mi /d , we obtain that
for a frequency of f
 
γ
1
ln(f )
+
+
(5)
E M̂ ≈
ln(Q) ln(Q) 2
and


 
1
π2
1
Var M̂ ≈
.
+
d 6 ln2 (Q) 12

(6)

Therefore, by increasing the value of d, we can reduce its
variance, and get more accurate estimations of the confidence
interval for the unknown parameter of f . For simplicity, we
can write E(M̂) and Var(M̂) as μ( f ) and σ 2 , where f is not
known. Note that σ 2 is not dependent on f .
We next describe how to obtain the confidence interval estimation with the measurements for the average value of M.

μ ( fmax ) − Zα/2 σ = M̂

(7)

μ ( fmin ) + Zα/2 σ = M̂.

(8)

This gives the upper and lower bounds for f , which we
denote as f̃ . Moreover, the estimated f can be calculated by
 
μ f̃ = M̂.
(9)
In our algorithm, the confidence interval is used by the user
to determine the accuracy of the results. However, since the
true frequency, f , is currently unknown to us, it is impossible to calculate the accurate confidence interval. To solve this
problem, we use ( fmax − fmin )/f̃ , referred to as “confidence
interval ratio,” to help users to decide whether a larger value
of d is needed.
Based on the equations above, we can derive the closedform result for the confidence interval ratio, as
Ratio = ( fmax − fmin ) /f̃


0.163333
− 3.22407
= 1.78069qM̂−0.5 0.561581q− d −M̂ e d ln(q)
3.22407 
0.163333
(10)
−0.561581q d −M̂+0.5 e d ln(q) .

As a numerical example of this approach, we give an example with f = 10 000 as the unknown parameter, and we
set d = 16. We have that in this case, μ = 14.62, and
σ = 0.936. Suppose that, in reality, the measured μ̂ = 15.
If we consider a requirement of α = 0.05, then we have that
fmax = 24 785, and fmin = 9661. The estimated f̂ = 13 012,
and the ratio is ((24 785 − 9661)/13 012) = 1.162. On the
other hand, if we increase d to 64, we can obtain a much
tighter ratio of 0.595.
C. Calibration of Parameters for the Loglog-BF
Because the loglog-BF introduces one additional parameter
of d, it has different properties compared to the original BF.
In this section, we model the performance of the loglog-BF
by studying the relationship between the frequency of items
and its predicted estimates. Specifically, we investigate the
following problem.
1) Problem Formulation: Given that there are n unique
flows, how do we choose m, k, and d properly? Similarly,
given m, k, and d, how do we estimate the loglog-BFs capacity
to handle a large size of n?
It has been pointed out that to minimize the falsepositive rate, there exists an optimal k, given a pair of n and m,
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where kopt = (m/n) ln(2) [18]. On the other hand, to maintain
the false-positive rate of the filter below a threshold pt , we
know that
m=−

n ln pt
(ln(2))2

.

(11)

This formula shows the parameter m must grow linearly
with the size of n, or conversely, given an m, there exists an
upperbound of n, over which the false-positive rate can no
longer be sustained. If we name this as the error-rate-capacity,
clearly the capacity can be derived using
m (ln(2))2
.
error-rate-capacity = −
(ln( pt ))

(12)

Furthermore, we observe that when the error-rate-capacity
is reached, the optimal number of hashing functions k is
only related to pt , as k = −(ln( pt )/ln(2)). Whenever
there are too many items inserted, we will allocate a new
bloom filter with the same size. Therefore, we can guarantee that the false-positive rate of each filter will not be larger
than pt .
Now we derive the success rate of query operations. Assume
that this loglog-BF has been inserted with n items, we observe
that if only one item is mapped into a cell, its content is
going to reflect the counter for this item accurately. On the
other hand, if two or more items are mapped to the same
cell, only the item with a larger counter is going to be accurately reflected. To take a conservative estimate, we consider
that this cell is nonusable as it may over-estimate the real
counter. Therefore, we can derive the probability that this
counter is incremented j times, which is a binomial random
variable as
nkd
j

P (c(i) = j) =

j

1
m

1−

nkd−j

1
m

.

(13)

Therefore, the probability that any counter is at least j is
nkd

P (c(i) ≥ j) =
i=j

nkd
i

1
m

i

1−

1
m

nkd−i

.

(14)

Although it is relatively hard to obtain the closed form result
for this particular function, we simplify it by observing in our
setting, the value of nkd and m are both large. Therefore, we
can use the extreme limits of the formulas (by calculating
n → ∞ and m → ∞) to approximate their original forms.
Our numerical analysis of these equations also demonstrate
that this approach is indeed accurate.
The key observation we use to simplify the derivation comes
from [20]. The result is concerned with the urn-ball model, of
which our model of the bloom filter can be considered as a
special case. Specifically, it states that if n balls are randomly
assigned into m urns, and that each ball is equally likely to
fall into any of the urns, suppose we use Mr to denote the
number of urns containing r balls after the assignments are
completed, we have that
E [Mr ] = m

n
r

1
m

r

1−

1
m

n−r

(r = 0, 1, . . . , n). (15)

5

If n, m → ∞, with nm−1 → λ < ∞, then
 λr
lim E m−1 Mr = e−λ .
(16)
n→∞
r!
For the case of a bloom filter, we have nkd hashing operations. Therefore, we should replace n in the formula above
with nkd instead. Furthermore, by observing that P(c(i) = j) =
Mr /m, we know that
lim P (c(i) = j) =

n→∞

λj −λ
e .
j!

(17)

Next, we consider the scenario that a bloom filter’s current
load relative to its error-rate-capacity. To this end, we can
define an additional parameter, ρ, as the capacity coefficient.
That is, we can set
nkd
= ln(2) × ρ.
(18)
m
Based on this, we can obtain that
lim P (c(i) = j) =

n→∞

(ρ ln(2)) j
× 2−ρ .
j!

(19)

Next, we can estimate the probability of two or more encodings combined, which we deem as nondecodable. We can find
this probability by
n

P(c(i) = j) =
j=2

(n + 1, ρ ln(2))
(n + 1)
− 2−ρ (ρ ln(2) + 1).

(20)

In this formula, the  stands for the gamma function. Its
limit happens to be closed form as
∞

Pn (ρ) =



P (c(i) = j) = 2−ρ −1 + 2ρ − ρ ln(2) . (21)

j=2

These results show that for a single cell, if the filter has not
reached its p-capacity, the probability that it has two or more
encodings stored is no more than 15.34% (for ρ = 1).
Now we calculate the decodability for kd entries. We can
mathematically write this as
1 − Pn (ρ)k d.

(22)

This probability refers to the case that this query is unsuccessful, i.e., for d rounds of insertions, the total probability
that this item is not decodable (i.e., the estimation fails) is
expected to be
Failure Rate = Pn (ρ)kd .

(23)

For example, with ρ = 1, k = 10, and d = 4, this value
is about 2.7 × 10−33 , which is negligible for most application
scenarios.
In reality, of course, we may choose a ρ that is higher than 1,
especially given that the error-rate-capacity is low. Given that
we know that (nkd/m) = ln(2) × ρ, we can rewrite the global
failure rate as
FailureRate = [2−ρ (−1 + 2ρ − ρ ln(2))]kd
dkn
dkn
dkn
+ 2 m ln(2) − 1
= 2− m ln(2) −
m

dk

. (24)
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We find that in practice, it is necessary to keep this failure rate to be sufficiently low so that the decoding will work
properly.
So far, we have derived the closed-form results regarding the
query success rate. This completes our analysis on the capacity of the loglog-BF, which allows a programmer to choose
parameters properly to avoid performance degradations.
IV. E VALUATION
In this section, we evaluate the performance of the
loglog-BF using a realistic smart grid dataset. This dataset
contains the frequency, phase angle, and voltage of a
power grid at ordinary 120 V outlets measured by high
dynamic accuracy frequency disturbance recorders (FDRs)
from FNET/GridEye [21]. The measurement data are continuously transmitted via the Internet to the FNET/GridEye servers
hosted at the University of Tennessee.
Events of generator trips, load rejections, or line trips are
detected by FNET/GridEye. In the following, we will describe
how loglog-BF can detect those events with limited memory and computation overhead, and we will also compare the
loglog-BF with the following baselines.
1) Counting Bloom Filter (CBF) [16]: As a well-known
extension of the bloom filter, CBF uses counters to
replace bits in each filter bucket. If the frequency of an
element grows large, CBF requires allocation of larger
memory space to hold all counters.
2) Multiresolution
Space-Code
Bloom
Filter
(MRSCBF) [22]: The second extension, MRSCBF,
employs multiple filters operating at different
resolutions, where the frequency estimation is performed by looking up this number in a precomputed
lookup table.
3) Random Sampled Netflow (RSN) [11]: RSN processes
only one randomly selected packet out of n sequential packets, and then estimates the frequency for each
sampled element based on its individual counter.
A. FNET/GridEye Infrastructure
Our evaluation of the loglog-BF is based on the frequency
monitoring network (FNET/GridEye) system [10], [17]. In
this section, we briefly introduce its background. The
FNET/GridEye system is a wide-area sensor network
consisting of a central processing server and almost 200
high-precision FDRs, as shown in Fig. 2. FNET/GridEye
can measure the power system frequency, voltage and angle.
The measured data are used to study various power system
phenomena, such as power outages and failures.
The FNET/GridEye system consists of two parts: the FDRs
and the information management system (IMS). The FDR
is a GPS-synchronized single-phase phasor measurement unit
(PMU) that is installed at ordinary 120 V outlets. The FDRs
sample the voltage signals from different locations, compute
the voltage angle, frequency, and voltage magnitude at 100 ms
intervals, timestamp the results, and send the data to the IMS
through the Internet. The IMS then receives, classifies, and
manages the data. The IMS contains an embedded disturbance

Fig. 2.

FNET/GridEye infrastructure [21].

Fig. 3.

Relation between d and estimation bounds.

Fig. 4.

Relation between p and estimation bounds.

detecting trigger, which would be activated by the incoming
data. After detecting a disturbance, the IMS estimates the event
location, produces the corresponding event map, and uploads
the results to the website for easy reference.
B. Theoretical Evaluation
We first evaluate the relation between p, d and the estimation
bounds. While setting f = 1000, and p = 0.5, as shown in
Fig. 3, a greater d leads to better confidence intervals, at the
cost of more computational and space overhead. On the other
hand, as shown in Fig. 4, with fixed f = 1000, and k = 64, a
greater p leads to a larger Q, such that the variance is smaller,
hence, the confidence intervals are improved.
We also evaluated the relation between k and the failure
rate. As shown in Fig. 5, with a fixed d = 4, a greater k will
lead to a smaller failure rate, at the cost of more computational
overhead. On the other hand, a greater ρ will lead to a greater
failure rate. In that case, with a greater ρ, we need to choose a
comparatively larger k to keep the failure rate to be sufficiently
low.
C. Artificial Data
To evaluate the performance of the loglog-BF with d and m,
we generate a set of artificial data with 100 random strings
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Fig. 5.

Relation between k and the failure rate.

Fig. 6.

Relation between d and estimation bounds with test dataset.

Fig. 7.

Relation between percentage of required m and estimation bounds.

repeating an arbitrary number of times. In total, there are
800 000 elements in the set. We set up n = 100, which
represents 100 different strings. We set the probability of
errors for the bloom filter Pr = 10−6 , and the required m as
((−n ∗ d ∗ ln Pr)/ln2 2). We feed the set of random strings into
a loglog-BF with different setups, and compare the estimation
bounds of the first element, whose frequency is 10 000.
First, we evaluate the relationship between d and estimation bounds. By fixing p = 0.5, as shown in Fig. 6, consistent
with our theoretical evaluation shown in Fig. 3, a larger d
leads to better confidence intervals, at the cost of more computational and space overhead. The curve fluctuates as the
estimated values are not 100% accurate.
Secondly, we evaluate the effect of the compaction of m
to estimation bounds. By fixing p = 0.5, and d = 100, we
change the value m from 1% to 100% of the required value.
As shown in Fig. 7, the accuracy is becoming low when the m
is too small, as the probability of collision is large. On the
other hand, we can get a good performance with a m much
smaller than the required value, which is 27% in this test.
D. FNET/GridEye Data: Case Study
We now apply our study to a realistic dataset collected by
the FNET/GridEye deployment. Its goals are listed as follows.
As mentioned in [23], the change of frequency rate, which is

Fig. 8.

Frequency trend for the first event.

Fig. 9.

Histogram for the first event.
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caused by the imbalance of generation and load, can be used
as an indicator for grid disturbances. In practice, we divide
the power frequencies into 21 ranges, which are 0 − 59.84,
60.03 − ∞, and other 19 ranges are from 59.84 to 60.03 with
a step size of 0.01. To determine appropriate parameters for
the loglog-BF, we set p = 0.53, pt = 0.000001, and n = 21,
such that m = 603. As the counter size of the loglog-BF
is 5 bits, the total memory consumption of the loglog-BF is
3015 bits. The sample rate of FNET/GridEye is 10 samples
per second. For each power event, we collect data from all
devices detecting the event, and generate a histogram with the
loglog-BF at the end of each 15 s.
1) Event One: Event one captures the real data from an
incident in 2011 near a power generator. The events involve
46 devices and last for 85 s, with 851 samples per device.
The trend of power frequency change is shown in Fig. 8.
The data are divided into 5 periods. We feed the data of each
period into a loglog-BF to compute the histogram of power
frequencies falling into each range. As shown in Fig. 9, the
histograms reveal the distribution of power frequencies in each
period. Based on this histogram, we can detect those outliers
as those points that occur rarely. Meanwhile, the difference
between the histograms reveals the trend of power frequency
disturbance. The event can be detected by comparing the histogram between adjacent periods. For example, by comparing
the histogram between period 1 and period 2, we know that the
frequency is moving away from the normalized value, which
indicates a possible power event. We also compute the level
of abnormality of power frequencies in each period in Fig. 10
to show the deviation of power frequencies to 60 Hz.
Next, we compare the performance of the loglog-BF with
the baselines. Although all the algorithms can reveal the
trend of power frequency change with computed histograms,
the estimation errors of different algorithms are different. As
shown in Fig. 11, the average absolute estimation error of the
loglog-BF is 3.6%. The first baseline is CBF, where we set it
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Fig. 10.

Fig. 11.
event.

Fig. 12.
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Fig. 13.

Histogram for the second event period 1-8.

Fig. 14.

Histogram for the second event period 9-16.

Fig. 15.

Histogram for the second event period 17-24.

Fig. 16.

Histogram for the second event period 25-32.

Fig. 17.
event.

Abnormality for power frequencies in each period in the second

Abnormality for power frequencies in each period.

CDFs of estimation errors of loglog-BF and baselines for the first

Frequency trend for the second event.

up with n = 21, and Pr = 0.000001, such that m = 603,
k = 19. We choose to set the counter size to be 13 bits
to accommodate the most frequent power frequency range.
As a result of that, the CBF takes 7839 bits memory, which
is 2.6 times of the memory of the loglog-BF. Although it
takes more memory, however, its average absolute estimation error is 2.5%, which is similar to the estimation error
of the loglog-BF. The second baseline is MRSCBF, where we
set it up with l = 32, r = 5, and mi = (ki nl/ln 2), where
k = {3, 4, 6, 6, 6} as mentioned in [22]. The average estimation error of MRSCBF is 5.5%, which is twice of the error of
the loglog-BF. On the other hand, besides a long and offline
precomputation
phase to get the look-up table, the MRSCBF
5
m
=
436 371 391 bits memory space, which is
takes
i=1 i
much larger than the memory of the loglog-BF. The only
advantage of MRSCBF is that once the lookup table is built,
it only takes a few CPU cycles to estimate the frequency. For
the third baseline RSN, we set it up with p = 0.2. As there
are only 21 power ranges, the memory space taken by RSN is
2016 bits, however, its estimation error is as large as 57.1%,
which is much larger than the error of the loglog-BF. In the
following event, each algorithm takes the same memory size.
2) Event Two: Event two involves 19 devices and lasts for
481 s, with 4810 samples per device. The trend of power frequency change is shown in Fig. 12. The data are divided into
32 periods. We feed the data of each period into a loglog-BF
to compute the histogram of power frequencies falling into

each range. As shown in Figs. 13–16, we can see that the
changes of histograms reveal the trend of power frequency in
the same way as what we discussed in the first event. We also
computed the abnormality of power frequencies in each period
to the normalized power frequency, as shown in Fig. 17.
The average absolute estimation error of loglog-BF is 1.8%,
as shown in Fig. 18. On the other hand, the average absolute
estimation error of the three baselines are 1.1%, 12.1%, and
38.9%, respectively, where the last two of them are larger than
the estimation error of the loglog-BF.
Finally, for data processing needs, we evaluate the degree to
which the estimation results of the loglog-BF will be affected
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area state estimation with considerably less transmission and
computation overhead.
VI. C ONCLUSION

Fig. 18. CDFs of estimation errors of loglog-BF and baselines for the second
event.

Fig. 19.

Estimation error for removing different percentages of data.

by the completeness of the input data. As shown in Fig. 19, we
randomly discard a portion of data from the original dataset,
and then feed the remaining data into a loglog-BF, to study the
effects of missing data. The motivation is that data could be
lost during sensing or transmission in smart grid environments
due to device failures or noise. We observe that, as expected,
if only a few pieces of data are lost, the estimation accuracy
of the loglog-BF is not heavily affected. On the other hand,
when a large portion of data gets lost, the estimation accuracy
drops considerably.
V. D ISCUSSION
In this section, we discuss how the loglog-BF can be used
as a building block for various application needs in smart
grids. In particular, we focus on its use in wide state estimation [24], a technique that converts redundant meter readings
into an estimate of the state of an interconnected distributed
power system, which represents one of the key functions of the
energy management systems. In such systems, as data reading units are deployed with considerable distances between
themselves, efficient data processing and communication are
particularly important.
We can achieve wide area state estimation with the
loglog-BF through a two-level state estimation system. In the
first level, each local control center is connected with multiple
smart meters, which aggregates their readings into local estimates. In the second level, all local control centers send their
results to a central control center, which further summarizes
low-level estimations. Specifically, the aggregation works as
follows. The local control center first collects the generated
loglog-BFs from each smart meter. As each histogram has
a list of ranges and their frequency counts, this local center
can generate an aggregate histogram by adding the frequency
counts together. After that, the local control center transmits
the results to the central control center, which makes the nextlevel decisions based on the unions of local loglog-BFs. As
transmitting histograms is much cheaper compared to raw
data, by following this procedure, we could achieve wide

In this paper, we present the design, analysis, and implementation of a novel data structure and its associated algorithms
called the loglog-BF, which extends the classical bloom filter with a recent technique called the probabilistic counting
so that it can effectively generate histograms for streaming
data in one pass and sub-linear overhead. We have found
that this method is particularly suitable for data processing in
smart grids, where only limited computational resources are
available. We analyze the performance, trade-offs, and capacity of this data structure, and evaluate it with real data traces
collected through the FDRs deployed for the FNET/GridEye
infrastructure, and our results demonstrate that this method can
identify the frequencies of all unique items with a sufficient
accuracy and low memory overhead, so it can detect anomalies
and generate early warnings for administration purposes.
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